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Abstract
The Universal Capability Chain Object (UCCO) is an open standard for the cryptographic recording and verification of capability — the demonstrated, evidence-backed state of being qualified to perform a specific act in a specific context.
UCCO defines a portable, self-verifying chain structure applicable to any actor type: human professionals, autonomous machines, AI systems, and composite multi-actor workflows. The standard specifies identity primitives, capability envelope schemas, chain event types, attestation models, and the supervision chain requirement that links every non-human actor to an accountable human authority.
UCCO does not prescribe any particular implementation platform. It defines what must be proven, how proof must be structured, and how proof must survive the destruction of the underlying evidence. Any infrastructure that conforms to this specification may issue, verify, and exchange UCCO-compliant chain objects.
The standard is submitted for adoption consideration to ISO TC 307 (Blockchain and Distributed Ledger Technologies), NIST National Cybersecurity Center of Excellence, and W3C Verifiable Credentials Working Group.

Status of This Document
This is a Draft for Public Comment. Sections marked [DRAFT] are complete in concept but subject to revision based on implementation experience and standards body feedback. Sections marked [STABLE] represent architecture decisions made in production deployments.
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1. Scope and Purpose
1.1 Scope
This standard specifies the UCCO (Universal Capability Chain Object) data format and associated protocols for the cryptographic recording, verification, and portability of capability attestations for human and non-human actors operating in regulated environments.
The standard covers:
1. The structure of a UCCO chain object and its constituent events
1. Identity primitive requirements for human and non-human actors
1. The capability envelope — the formal specification of what an actor is certified to do
1. Chain event types and their required fields
1. The attestation model for continuous proof of identity and integrity
1. The store-and-forward protocol for offline-capable operation
1. The supervision chain requirement linking non-human actors to human accountability

This standard does not cover:
1. Specific credentialing curricula or competency frameworks (these are corpus-layer concerns)
1. Commercial billing or access models built on UCCO infrastructure
1. Implementation platform requirements beyond protocol conformance
1. The legal enforceability of UCCO records in specific jurisdictions (addressed in Annex A)
1.2 Purpose
The world is entering an era in which consequential acts are performed not only by humans but by machines, AI systems, and hybrid human-machine workflows. A surgical robot assisting in an operation. An AI system making a credit decision. An autonomous drone conducting infrastructure inspection. A composite workflow where a machine initiates and a human authorises.
In all these cases, the same question arises: was the actor qualified to do what it did, and can that qualification — and the act itself — be proven after the fact?
Existing credentialing infrastructure was designed for humans. Credential databases record what a person was trained to do. They do not record what they actually did. They do not extend to machines. They do not survive the destruction of the underlying evidence. They cannot be verified without calling back to the issuing authority.
UCCO addresses all of these limitations. It is a single chain structure applicable to any actor type, capable of recording both the credential and the act, verifiable without infrastructure, and cryptographically constructed so that the proof survives even if the evidence is destroyed.
	Design Principle: The Proof Must Survive the Evidence
A UCCO chain records cryptographic hashes of evidence at the moment of capture.
If evidence is later destroyed — under GDPR right to erasure, or any other lawful process —
the chain event recording that destruction becomes part of the immutable record.
The chain says: this evidence existed, this is its hash, it was destroyed on this date, by this authority, for this stated reason.
The proof of what happened survives the deletion of what happened.


1.3 Intended Audience
This standard is addressed to:
1. Standards bodies considering adoption (ISO, NIST, W3C, IEC)
1. Regulators in sectors where non-compliance has life-safety consequences (aviation, medical, nuclear, defence, industrial robotics)
1. Platform developers building credentialing infrastructure
1. Enterprise operators deploying autonomous and AI systems in regulated environments
1. Compliance architects and legal counsel assessing the evidentiary value of chain records


2. Normative References
The following documents are referenced normatively. Where undated references are made, the latest edition applies.

	Reference
	Standard
	Relevance

	FIPS 180-4
	Secure Hash Standard (SHS) — SHA-256
	Chain node hash algorithm

	FIPS 140-2 Level 2
	Security Requirements for Cryptographic Modules
	Key storage minimum for production

	NIST SP 800-56C Rev 2
	Recommendation for Key-Derivation Methods
	HKDF-SHA256 evidence key derivation

	NIST SP 800-53 Rev 5
	Security and Privacy Controls — AU-9
	Audit record integrity

	RFC 3339
	Date and Time on the Internet: Timestamps
	UTC timestamp format

	RFC 5646
	Tags for Identifying Languages (BCP 47)
	Locale representation

	ISO 8601
	Data elements — Date and time
	Canonical date/time format

	W3C Verifiable Credentials v1.1
	Verifiable Credentials Data Model
	Compatible credential envelope

	IEEE P2510
	Standard for Biometric Privacy
	Biometric data handling

	IEC 62443-4-2
	Security for Industrial Automation and Control Systems
	Non-human actor identity




3. Terms and Definitions
3.1 Core Terms

	Actor
	Any entity — human or non-human — that performs acts within a regulated capability envelope and whose acts are subject to chain recording.

	Capability
	The demonstrated, evidence-backed state of being qualified to perform a specific act in a specific context. Capability is not a static credential; it is a continuous state that can be gained, maintained, and lost.

	Capability Envelope
	The formal specification of what an actor is currently certified to do. Includes scope, conditions, limitations, and expiry. Downloaded at certification. Hash-checked at runtime.

	Chain Object
	A UCCO-compliant record for a single actor. Contains the identity primitive, capability envelope, and an append-only sequence of chain events. Self-verifying via internal hash chain.

	Chain Event
	An immutable record of a compliance-relevant state transition. Each event is cryptographically linked to the preceding event. Cannot be modified or deleted.

	Chain Hash
	SHA-256(parent_hash || event_type || timestamp_utc || payload). Each node contains the hash of the previous node. The chain is valid if and only if every hash recomputes correctly from genesis to tip.

	Contact Hash
	A privacy-preserving identifier derived from the actor's primary identity. Used as the chain object key. Non-reversible without the salt held by the issuing authority.

	K1
	The issuing authority's encryption key component. Held in hardware security module (HSM) or equivalent. Destruction of K1 constitutes GDPR-compliant erasure.

	K2
	The actor's key component. Bound to a physical device (mobile keychain, TPM chip, or hardware security module). Physical possession of the K2 device is required for evidence access.

	Capability Request
	A formal chain event emitted when an actor reaches the boundary of its certified capability envelope and requires authorisation from a higher-authority actor to proceed.

	Supervision Chain
	The requirement that every non-human actor in a UCCO chain has a named human supervisor whose chain is cryptographically linked to the machine's chain.

	Attestation Heartbeat
	Continuous cryptographic proof of identity and operational integrity emitted by non-human actors. Separate from chain events. Provides real-time assurance that a machine is operating as its certified image.

	Genesis Event
	The first event in a chain object. Records the initial identity verification, capability envelope hash, and issuing authority signature. The root of all subsequent hash links.

	Chain Tip
	The most recent chain event. The current state of the chain is derived from the chain tip. Any new event must hash-link to the current tip.

	Portable Proof
	A UCCO chain object that can be verified by any party without calling back to the issuing authority. Verification requires only the public key of the issuing authority and the chain object itself.



3.2 Interaction Tiers
UCCO defines three tiers of interaction, each with distinct chain recording consequences:

	Tier
	Name
	Chain Recording Consequence

	T1
	READ (Observe)
	No chain record created. Equivalent to looking at an instrument panel.

	T2
	ACCESS (Touch)
	chain_accessed event logged. Informational. Records that the capability record was consulted, not that an act was performed.

	T3
	WRITE (Actuate)
	Full chain event created. Cryptographic node. Immutable. Records that a certified act was performed, by this actor, at this time, within this capability envelope.


The FDR Principle: You can look at all instruments (T1). You can touch a button without consequence (T2). Move the yoke, and the flight data recorder writes (T3).


4. Actor Taxonomy
4.1 Actor Types
UCCO defines four actor types. All share the same chain structure. Identity primitives and capability envelope contents differ by type.

	Type
	Description
	Identity Primitive

	HUMAN
	A natural person performing regulated acts within a certified capability envelope.
	Government-issued identity document + biometric liveness proof + K2 bound to personal device keychain.

	MACHINE
	An autonomous or semi-autonomous physical system (robot, drone, sensor array, medical device) performing regulated acts.
	Hardware fingerprint (TPM endorsement key hash) + certified software image hash + HSM-bound K2.

	AI AGENT
	A software-based system exercising judgment or making decisions within a defined capability envelope.
	Model version hash + deployment manifest hash + runtime environment attestation + parent human supervision chain reference.

	COMPOSITE
	A workflow involving multiple actor types acting in defined sequence. All participants are individually chained; the composite chain links them.
	All constituent actor chains are linked. The composite chain event references all participant chain tips at the moment of the composite act.



4.2 Actor Trust Levels
Every actor in a UCCO chain has an assigned trust level. Trust level is not static — it is derived from the current state of the chain and recalculated at each verification event.

	Level
	Name
	Criteria

	L0
	Unknown
	No UCCO chain exists for this actor. Acts are unverifiable.

	L1
	Registered
	Identity declared. Chain genesis event created. Capability envelope not yet verified.

	L2
	Verified / K2 Delivered
	Identity verified against primary source. K2 component delivered to actor's physical device. Capability envelope active.

	L3
	Fully Verified
	Biometric liveness (human) or attestation heartbeat (non-human) confirmed within the last recertification period. Supervision chain current. All capability prerequisites met.

	L4
	Suspended
	Chain active but capability envelope suspended. Acts within the capability scope are blocked pending resolution.

	L5
	Revoked
	Chain closed. K1 component destroyed. Evidence permanently inaccessible. Chain record of revocation is permanent.




5. Identity Primitives
5.1 Human Actor Identity
A human actor's identity primitive consists of three components, all of which must be satisfied before L2 trust level is assigned:

5.1.1 Primary Identity Document
Government-issued document with photograph, machine-readable zone, and cryptographic signature where available (ePassport, REAL ID compliant driver's licence). The document is verified against the issuing authority's public key where technically feasible. Document details are not stored in the chain — only the verification event and document hash.
5.1.2 Biometric Liveness Proof
A cryptographically attested liveness check confirming the identity document holder is physically present. Biometric data is encrypted client-side using the actor's K2 component before transmission. Plaintext biometric data never exists on UCCA servers. The chain records the hash of the encrypted biometric payload and the verification result — not the biometric data itself.
Biometric data is subject to the evidence architecture defined in Section 7.6. It is stored in a dedicated evidence bucket separate from the chain. The chain and the evidence are architecturally separate. Always.
5.1.3 K2 Device Binding
K2 is bound to the actor's physical device at first verification. On mobile devices, K2 is stored in the device's secure enclave or keychain. On desktop, K2 requires a hardware security token. K2 cannot be transferred between devices without a new verification event recorded in the chain.
Physical possession of the K2 device is required to participate in any T3 (Actuate) interaction. This is a physical security requirement — not a software requirement.
	The Two-Key Principle
K1 (issuing authority) + K2 (actor physical device) → HKDF-SHA256 → AES-256-GCM evidence encryption.
Neither key alone can decrypt evidence.
GDPR right to erasure is fulfilled by K1 destruction. The encrypted evidence is permanently unreadable.
The chain event recording the destruction is the legal erasure record.
To compromise evidence, an attacker must obtain: physical server/HSM access AND the actor's physical device.
This is a physical security problem. That is exactly where the threat model belongs.



5.2 Non-Human Actor Identity
Non-human actors (machines, AI agents) do not have photographs, phone numbers, or biometric data. Their identity primitive is constructed from properties of the hardware and software they run.
5.2.1 Hardware Fingerprint
For physical machines: TPM endorsement key hash + silicon serial number. These are unforgeable at the hardware level. The endorsement key is generated in the TPM at manufacture and cannot be extracted — only its public key is used for verification.
For software-only AI agents: the deployment environment's cryptographic attestation (cloud provider attestation, SGX quote, or equivalent) combined with the deployment manifest hash.
5.2.2 Certified Software Image Hash
SHA-256 of the certified software image, verified at boot against the hash stored in the capability envelope. If the running image does not match the certified hash, the actor's trust level is immediately downgraded and a chain event is recorded.
This provides continuous proof that the machine is running exactly the software it was certified to run — not a modified version.
5.2.3 HSM-Bound K2
The non-human actor's K2 equivalent is held in an HSM (Hardware Security Module) or, for machines meeting FIPS 140-2 Level 2, in the TPM chip. The K2 equivalent cannot be extracted from the hardware module — it can only be used in place.
Modification of the capability envelope, revocation of credentials, or override of operating parameters all require the human supervisor's K2. This is the physical control point for non-human actor governance.
5.2.4 AI Agent Identity
AI agents present an additional identity challenge: the same base model may run as many instances, and models are updated over time. UCCO addresses this through the combination of:
1. Model version hash — SHA-256 of the model weights or a canonical model identifier where weights are not directly accessible
1. Deployment manifest hash — SHA-256 of the deployment configuration including system prompts, tool access, and operating parameters
1. Runtime environment attestation — cryptographic attestation of the execution environment (SGX enclave, TEE, or equivalent)
1. Parent supervision chain reference — the human actor's contact_hash, linked at deployment
An AI agent operating without a parent supervision chain reference cannot achieve L2 trust level and cannot participate in T3 interactions.


6. Capability Envelope Specification
6.1 Purpose
The capability envelope is the formal, machine-readable specification of what an actor is currently certified to do. It is not a static document — it is a signed, versioned data structure that is downloaded by the actor at certification, hash-checked at runtime, and updated as capabilities change.
The capability envelope is the boundary of autonomous action. An actor operating within its envelope may act autonomously. An actor reaching the boundary of its envelope must stop and issue a Capability Request (see Section 7.5).
6.2 Envelope Schema
The capability envelope is a JSON document conforming to the following schema. All fields are required unless marked OPTIONAL.

	Capability Envelope Schema (JSON)
{
  "envelope_version": "1.0",
  "actor_type": "HUMAN | MACHINE | AI_AGENT | COMPOSITE",
  "contact_hash": "<SHA-256 derived identifier>",
  "issued_at": "<RFC 3339 UTC timestamp>",
  "expires_at": "<RFC 3339 UTC timestamp>",
  "issuing_authority": "<UCCO-compliant authority identifier>",
  "authority_signature": "<Ed25519 signature over envelope hash>",
  "capabilities": [
    {
      "capability_id": "<unique identifier within issuing corpus>",
      "capability_name": "<human-readable name>",
      "scope": "<operational context>",
      "conditions": ["<condition_1>", "<condition_2>"],
      "hard_limits": ["<limit_1>", "<limit_2>"],
      "verified_at": "<RFC 3339 UTC>",
      "evidence_hash": "<SHA-256 of evidence bundle>"
    }
  ],
  "supervision_chain": {
    "supervisor_contact_hash": "<OPTIONAL — required for MACHINE and AI_AGENT>",
    "supervisor_trust_level_minimum": "L2 | L3",
    "supervisor_capability_required": "<capability_id>"
  },
  "operational_budget": {  // OPTIONAL — for metered deployments
    "budget_currency": "USD | AUD | etc",
    "budget_limit": <number>,
    "budget_period": "daily | weekly | per_deployment",
    "on_budget_exceeded": "PAUSE | STOP | REQUEST_AUTHORISATION"
  },
  "envelope_hash": "<SHA-256 of all fields above — self-referential, computed last>"
}


6.3 Capability Items
Each capability item within the envelope represents one discrete certified capability. The combination of capability_id and issuing_authority is globally unique.
The scope field defines the operational context in which the capability is valid. For a human medical practitioner, scope might be 'Emergency department, Grade 3 trauma'. For a machine, scope might be 'Indoor warehouse logistics, ceiling height < 4m, load < 500kg'.
The hard_limits array contains conditions that, if breached, require immediate cessation and issuance of a Capability Request. Hard limits are checked at runtime. They are not advisory.
6.4 Envelope Integrity
The envelope_hash field contains the SHA-256 hash of all other fields in the envelope, computed in canonical JSON form (sorted keys, no whitespace). Before any actor begins operating under an envelope, the following checks must pass:
1. Recompute the envelope_hash and verify it matches the stored value
1. Verify the authority_signature using the issuing authority's published public key
1. Verify that the current UTC time is between issued_at and expires_at
1. For MACHINE and AI_AGENT actors: verify the software image hash matches the hash in the active capability items
1. For MACHINE and AI_AGENT actors: verify the supervision chain reference resolves to an active L2 or L3 actor
If any check fails, the actor must not begin operating. The failure must be recorded as a chain event of type envelope_integrity_failure.
6.5 Envelope Updates
When an actor's capabilities change (new certification, recertification, scope modification, or capability removal), a new envelope is issued. The following chain events are recorded:
1. capability_added — with new capability_id and evidence_hash
1. capability_removed — with reason and authority_signature
1. capability_renewed — with previous envelope hash and new envelope hash
1. scope_modified — with previous and new scope specification
Envelope version history is maintained. Previous envelopes are archived in the actor's chain object. An auditor can reconstruct exactly what an actor was certified to do at any point in history.


7. Chain Event Schema
7.1 Chain Event Structure
Every chain event has the following mandatory fields:

	Chain Event Base Schema
{
  "event_id": "<UUID v4>",
  "event_type": "<see Section 7.2>",
  "actor_contact_hash": "<actor identifier>",
  "timestamp_utc": "<RFC 3339 UTC — moment of occurrence, not moment of sync>",
  "sync_timestamp_utc": "<RFC 3339 UTC — moment of ledger write — OPTIONAL if same as timestamp>",
  "parent_hash": "<SHA-256 of previous event — genesis event uses null>",
  "event_hash": "SHA-256(parent_hash || event_type || timestamp_utc || payload_hash)",
  "payload_hash": "<SHA-256 of payload field>",
  "payload": {  // event-type-specific fields
    // see Section 7.3 for payload schemas by event type
  },
  "issuing_authority": "<authority identifier>",
  "authority_signature": "<Ed25519 signature over event_hash>"
}


The distinction between timestamp_utc and sync_timestamp_utc is normatively required for offline operation. All records show UTC time of occurrence. Connectivity gaps are transparent — the chain is honest about when it could and could not synchronise.
7.2 Normative Event Types
	Event Type
	Description

	chain_genesis
	First event. Records identity verification and initial capability envelope. Parent hash is null.

	capability_added
	A new capability was added to the actor's envelope.

	capability_removed
	A capability was removed. Records reason and authority.

	capability_renewed
	Capability recertified. Links old and new envelope hashes.

	record_verified
	Actor's capability record was verified by a relying party.

	record_accessed
	Actor's capability record was accessed (T2 interaction). Informational.

	capability_used
	Actor performed a certified act (T3 interaction). Full chain node.

	capability_request
	Actor reached boundary of envelope. Requesting authority upgrade or human authorisation.

	capability_authorised
	Authorising actor approved a capability request. References requesting actor's event_id.

	capability_denied
	Authorising actor denied a capability request.

	evidence_uploaded
	Evidence bundle uploaded. Records evidence_hash only. Not the evidence.

	evidence_accessed
	Evidence bundle accessed. Records accessor, purpose declaration, and timestamp.

	evidence_destroyed
	K1 destroyed. Evidence permanently unreadable. This event IS the GDPR erasure record.

	trust_level_assigned
	Actor's trust level changed. Records previous and new level with reason.

	k2_delivered
	K2 component delivered to actor's physical device. Trust level upgrade triggered.

	k2_reissued
	K2 reissued to new device. Previous device binding invalidated.

	supervision_assigned
	Supervisor actor linked to this actor's chain.

	supervision_changed
	Supervisor actor changed.

	envelope_integrity_failure
	Runtime envelope integrity check failed. Actor suspended pending investigation.

	attestation_failure
	Non-human actor attestation heartbeat failed. Records last known good state.

	chain_suspended
	Capability envelope suspended. Acts within scope are blocked.

	chain_reinstated
	Suspension lifted. Capability envelope restored.

	chain_revoked
	Chain closed. K1 destroyed. Irrecoverable.



7.3 Dual-Write Architecture
UCCO implementations must maintain two storage paths for chain events:
1. Query projection (fast read path) — a relational or document database optimised for queries. This is the CQRS read model. Events are written here synchronously.
1. Immutable vault (source of truth) — an append-only object store. Events are written here as sealed JSON objects. No update or delete operations are permitted at the storage layer.
The vault is the chain. The query projection is a derived view. In the event of any discrepancy between the two, the vault is authoritative.
Vault sync cadence: capability_used, k2_delivered, record_verified, trust_level_assigned, capability_request, capability_authorised — synchronous dual-write (both paths written before acknowledgement). chain_accessed, record_accessed — query projection immediate, vault nightly batch.


8. Attestation Model
8.1 Human Actor Attestation
Human actors attest their identity and liveness through periodic recertification events. The recertification interval is set by the capability envelope and varies by sector and risk level. Aviation and medical contexts typically require annual recertification at minimum.
At each recertification:
1. Identity document is re-verified
1. Biometric liveness proof is repeated
1. K2 device binding is confirmed or renewed
1. Capability evidence is reviewed and updated
1. A chain_renewed event is recorded
Between recertification events, the chain provides historical proof. It does not provide continuous assurance of current capability state — that is addressed by the recertification interval.
8.2 Non-Human Actor Attestation Heartbeat
Non-human actors (machines and AI agents) provide continuous attestation through an attestation heartbeat — a cryptographic proof of identity and operational integrity emitted at configurable intervals (typically milliseconds to seconds depending on application context).
The attestation heartbeat is separate from chain events. It is a high-frequency stream, not an immutable ledger. Its purpose is to provide real-time assurance that:
1. The machine is running the exact software image it was certified to run (software hash matches)
1. The machine's hardware identity is consistent (TPM attestation valid)
1. The machine is operating within its certified capability envelope (no hard limits breached)
1. The machine's K2 HSM is present and operational
	Attestation Architecture — Non-Human Actors
TELEMETRY STREAM: Everything the machine emits. High frequency. Queryable. Retention-scoped. NOT the chain.

CHAIN EVENTS: Compliance-relevant state transitions only. Low frequency relative to telemetry.
  — Certification, configuration change, anomaly, shutdown, capability boundary hit.
  — Immutable. Permanent. Cryptographically linked.

ATTESTATION HEARTBEAT: Continuous cryptographic proof of identity and integrity.
  — Millisecond to second cadence depending on sector requirements.
  — Separate stream from both telemetry and chain events.
  — Heartbeat failure triggers attestation_failure chain event immediately.


8.3 Attestation Failure
If an attestation heartbeat is not received within the configured timeout interval, or if a received heartbeat fails verification, the following sequence is mandatory:
1. Immediate chain event: attestation_failure, recording last known good state, last heartbeat timestamp, and failure reason
1. Actor trust level downgraded to L4 (Suspended) automatically
1. Capability envelope suspended — no further T3 interactions permitted
1. Supervisor notification event emitted (see Supervision Chain, Section 10)
1. Remediation chain events required before trust level restoration
An actor that has experienced an attestation failure cannot self-restore. Restoration requires a T3 interaction from the supervisor's chain.
8.4 Software Image Integrity
At boot, every non-human actor must verify that its running software image matches the certified hash in the capability envelope. This verification uses the following process:
1. Compute SHA-256 of the running software image (or cryptographic attestation from the execution environment)
1. Retrieve the certified image hash from the capability envelope
1. Compare. If they match: proceed. Record attestation event as successful.
1. If they do not match: record envelope_integrity_failure chain event immediately. Do not proceed. Await supervisor intervention.
This check happens at boot and at configurable intervals during operation. It cannot be disabled by the actor itself — only by the supervisor's chain.


9. Store-and-Forward Protocol
9.1 Design Principle
Non-human actors in regulated environments frequently operate in conditions of intermittent or absent connectivity. A surgical robot in an operating theatre may not have network access during a procedure. A remote monitoring station may be offline for extended periods. A drone conducting infrastructure inspection may be beyond network range.
UCCO is designed for these conditions. The protocol defines three states:
1. CONNECTED — normal operation with synchronous chain writes
1. DEGRADED — delayed synchronisation, local buffering active
1. OFFLINE — no connectivity, full local operation within certified envelope
9.2 Offline Operation
An actor operating in OFFLINE state may continue to perform acts within its certified capability envelope. The following conditions apply:
1. The complete capability envelope must be locally available and have passed integrity check before offline mode begins
1. All chain events are written to a local tamper-evident buffer
1. timestamp_utc records the moment of occurrence
1. sync_timestamp_utc will record the moment of synchronisation when connectivity resumes
1. The chain is honest about connectivity gaps — both timestamps are preserved in the permanent record
1. Hard limit checking continues against the local capability envelope
1. If a hard limit is reached in OFFLINE state and connectivity cannot be established, the actor must STOP and record a capability_request event in the local buffer
9.3 Synchronisation
When connectivity resumes, the local buffer is synchronised to the immutable vault. The synchronisation process:
1. All buffered events are submitted to the vault in sequence
1. The vault verifies the hash chain continuity of the submitted events
1. If chain continuity is valid, events are committed to the vault
1. If chain continuity is broken (tamper detected), all buffered events are rejected and an attestation_failure event is written
1. sync_timestamp_utc is set to the time of successful vault write
The vault makes no distinction between synchronous and buffered events in its structure — the event schema is identical. The sync_timestamp_utc field is the only indicator of offline operation, and it is preserved transparently for auditors.
9.4 Always-Connected Architecture
For actors operating in always-connected environments (where reliable network connectivity is achievable at millisecond latency), the store-and-forward layer remains present as a resilience mechanism but the default mode is synchronous dual-write.
The presence of always-on connectivity (such as satellite internet directly integrated into a machine's operational stack) does not change the protocol — it changes the default state from OFFLINE to CONNECTED. The architecture is identical.


10. Supervision Chain Requirement
10.1 Requirement
Every non-human actor (MACHINE and AI_AGENT) operating under a UCCO chain must have a named human supervisor. The supervisor's contact_hash must appear in the actor's capability envelope and must resolve to an active L2 or L3 human actor chain at the time of any T3 interaction.
This requirement is not advisory. An actor without a valid supervision chain reference cannot perform T3 interactions. Period.
	The Supervision Chain Principle
UCCO does not debate whether autonomous systems should be supervised.
UCCO makes the supervision chain cryptographically mandatory.
If you cannot name a human who is chain-verified to be responsible for this machine's actions,
the machine does not act.

The accountability is not a policy. It is a cryptographic precondition.


10.2 The Capability Request
The capability request is the mechanism by which a non-human actor escalates to human authority. It is not an error condition — it is a designed feature. An actor reaching the boundary of its certified capability envelope is behaving correctly when it issues a capability request.
10.2.1 Capability Request Trigger Conditions
An actor must issue a capability request when any of the following conditions is met:
1. The current situation requires a decision outside the actor's certified capability scope
1. A hard limit in the capability envelope has been reached
1. Sensor data or situational assessment cannot be resolved within the certainty threshold defined in the capability envelope
1. An anomaly is detected that is outside the actor's certified response repertoire
1. The operational budget threshold has been reached (for metered deployments)
10.2.2 Capability Request Structure
A capability request chain event must include:
1. The specific capability_id that is insufficient for the current situation
1. The minimum capability_id required in the responding actor's envelope
1. The minimum trust level required in the responding actor (L2 or L3)
1. All evidence gathered up to the decision boundary — cryptographically signed, UTC timestamped
1. The actor's last known good attestation state
1. A human-readable description of the decision required
10.2.3 The Surgical Robot Example
A surgical robot's onboard model assesses a tissue sample. Classification result: Grade 2 or Grade 3 malignancy — the model cannot determine with certainty, and the capability envelope does not cover autonomous action at this boundary.
The robot packages all evidence — every sensor reading, every image, every data point from the assessment — cryptographically signed and hash-anchored in a chain event. It emits a capability request specifying: I require a certified human authority with Grade 3 oncology capability at L3 trust level to assess this evidence and provide protocol authorisation.
The UCCO chain finds the appropriate human — current certification verified, chain active at L3, K2 present, biometric confirmed within recertification period. The human reviews the evidence bundle, makes a clinical decision, authorises a protocol. The chain records both: machine evidence + human decision + authorisation + action taken.
One unbroken chain of custody from sensor reading to surgical intervention. Nobody can say 'we don't know what happened.'
10.3 Supervisor Responsibilities
A human actor accepting a supervision chain link accepts the following responsibilities, recorded as a chain event at the time of supervision_assigned:
1. Availability to respond to capability requests within the response time defined in the capability envelope
1. Maintenance of their own L2 or L3 trust level for the duration of the supervision relationship
1. Authority and responsibility for any acts performed by the supervised actor following their authorisation
1. Notification of incapacity or unavailability, triggering automatic suspension of the supervised actor's T3 interactions
10.4 Supervision Chain Transfer
Supervision chain assignments may be transferred. The transfer requires:
1. A supervision_changed chain event in the supervised actor's chain
1. Acknowledgement from the incoming supervisor (T3 interaction — the supervisor's chain records their acceptance)
1. The outgoing supervisor's chain records the transfer
A supervised actor is never without a supervisor. The supervision_changed event and the incoming supervisor's acceptance must occur in the same atomic operation. There is no gap.


11. Conformance
11.1 Conformance Levels
A UCCO implementation may claim one of three conformance levels:

	Level
	Scope
	Mandatory Requirements

	UCCO-C1
	Human actor chains only
	Sections 3, 4 (human), 5.1, 6, 7.1–7.3, 11

	UCCO-C2
	Human and machine actor chains
	All of C1 plus Sections 5.2, 8.2–8.4, 9, 10

	UCCO-C3
	Full conformance including AI agents and composite actors
	All sections. Mandatory for sectors where AI agents perform T3 interactions.



11.2 Mandatory Requirements for All Conformance Levels
All conforming implementations must:
1. Implement the chain event base schema without modification or omission of required fields
1. Use SHA-256 for all hash operations specified in this standard
1. Store all timestamps in UTC using RFC 3339 format
1. Maintain dual-write architecture (query projection + immutable vault) with vault as authoritative
1. Support chain verification by any party holding the issuing authority's public key, without calling back to the issuing authority
1. Implement the three interaction tiers (READ, ACCESS, WRITE) with correct chain recording consequences
1. Never modify or delete a committed chain event
11.3 Prohibited Practices
Conforming implementations must not:
1. Store biometric data in the chain — only hashes and verification results
1. Allow chain events to be modified or deleted after commitment
1. Allow a non-human actor to perform T3 interactions without a valid supervision chain reference
1. Allow K2 transfer without a corresponding chain event
1. Record local time rather than UTC in any chain event timestamp field
1. Permit T3 interactions from an actor whose capability envelope has failed integrity check


Annex A: Regulatory Alignment
This annex is informative. It identifies regulatory frameworks with which UCCO-compliant implementations are aligned. Conformance to this standard does not constitute legal compliance — operators must independently verify compliance with applicable law in their jurisdiction.

	Regulation / Standard
	Jurisdiction
	UCCO Alignment

	GDPR Articles 9, 17
	EU / EEA
	K1 destruction constitutes erasure. chain_destroyed event is the legal erasure record. Evidence bucket per-jurisdiction data residency.

	Privacy Act 1988 APPs 3, 6, 11
	Australia
	Purpose declaration required on evidence access. Evidence retained only for stated compliance purpose.

	Illinois BIPA
	US (Illinois)
	Biometric data encrypted client-side before transmission. Never stored in plaintext on UCCA servers.

	HIPAA
	US (Healthcare)
	Chain records provide audit trail for PHI access. Evidence segregation supports minimum necessary principle.

	ISO 10218 / RIA R15.06
	International / US Industrial Robotics
	Supervision chain requirement maps to human oversight mandate for collaborative robots.

	IEC 62443
	International Industrial Automation
	Machine identity primitives and attestation heartbeat address asset identity and integrity requirements.

	ISO/TS 15066
	International Collaborative Robots
	Capability envelope hard limits directly enforceable as operating parameter boundaries.

	AS/NZS ISO 31000
	Australia / New Zealand Risk Mgmt
	Chain provides continuous evidence base for risk management decisions and audit.

	FAA Part 107
	US (Drone Operations)
	Non-human actor chain with supervision requirement addresses remote pilot accountability.




Annex B: Non-Human Actor Reference Implementation Notes
This annex is informative. It provides guidance for implementors building UCCO support for non-human actors, based on production deployment experience.
B.1 High-Volume Event Architecture
Non-human actors generate chain events at orders of magnitude higher volume than human actors. A surgical robot may generate thousands of compliance-relevant events during a single operation. A nuclear monitoring array may generate millions per day.
The following architecture pattern is recommended for high-volume deployments:
1. Use a message queue as the ingest layer for chain events (Cloudflare Queues, AWS SQS, or equivalent)
1. Batch-compress telemetry into chain nodes at configurable intervals — not every sensor reading requires an individual chain event
1. Distinguish between telemetry (high frequency, queryable, retention-scoped) and chain events (compliance-relevant transitions only, permanent)
1. The attestation heartbeat stream is separate from both telemetry and chain events — do not conflate
1. Use the immutable vault only for chain events — never for telemetry. Vault write costs are constant per event, so correct event selection is essential for economics and performance.
B.2 Key Management Upgrade Path
For initial deployments and current scale, Cloudflare Workers Secrets or equivalent cloud HSM services are adequate for K1 storage.
For defence, aviation, and nuclear deployments, upgrade to dedicated HSM hardware meeting FIPS 140-2 Level 2 minimum (FIPS 140-2 Level 3 or Level 4 for highest-assurance contexts). The K1Store interface in conformant implementations should abstract the key retrieval mechanism so that the encryption code does not change when the key storage backend is upgraded.
B.3 AI Agent Specific Considerations
AI agents present implementation challenges not present in physical machines:
1. Model version pinning: the model version hash in the identity primitive and capability envelope must be checked at each inference call, not only at deployment
1. Prompt injection resistance: the attestation of the system prompt and tool configuration as part of the deployment manifest hash is essential — a tampered system prompt constitutes a modified agent
1. Instance multiplicity: the same model at the same version may run as many instances. Each instance is a separate actor with its own chain object. Composite workflows across instances must use the COMPOSITE actor type.
1. Model update cadence: when the base model is updated, a new capability envelope must be issued, reflecting the updated model hash. The previous envelope is archived. The supervision chain requires the supervisor to re-authorise operation under the new envelope.
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